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Abstract. We consider the problem of controlling a multi-mode sys-
tem with respect to a safety goal in the Filippov sliding-mode seman-
tics. When the goal can be enforced, we present a symbolic algorithm
that enhances the previously known solution. When the goal cannot be
enforced, we compare different natural best-effort criteria, identify the
most promising one, and design a symbolic algorithm that synthesizes
the corresponding myopically optimal control policy. We prove that the
synthesized policy enjoys a regularity property known as a tame topology.

1 Introduction

Dynamical systems exhibiting both continuous evolution and discrete switching
logic are ubiquitous in cyber-physical applications ranging from automotive en-
gine control to avionics [I]. In this context, Multi-Mode Systems (MMS) [23]
represent a model where a controller can switch among a finite set of dynam-
ics based on the current state, and each dynamics is governed by a polyhedral
differential inclusion. As such, they are closely related to the switching systems
studied in control theory [33], where control is achieved via state-dependent
switching signals.

We start by addressing the classical safety control problem: finding a feed-
back policy that guarantees that the system remains within a safe region in-
definitely. These correct-by-construction controllers, when they exist, provide
absolute guarantees, enforcing the safety goal against all possible nondetermin-
istic behaviors of the environment. In this work, we address the controllability
problem under the Filippov sliding-mode semantics. While Filippov semantics
is the standard for discontinuous dynamics in control theory [20J34], it has been
less explored in algorithmic synthesis compared to the turn-based game seman-
tics employed, among others, by Alur et al. [2]. Filippov semantics resolves the
Zeno paradox by interpreting the limit of high-frequency switching as a valid
continuous motion, rather than a pathological execution to be excluded. In this
way, it avoids the artificial “bouncing” trajectories often required to ensure non-
Zenoness in hybrid systems. When the safety goal can be enforced, we provide a
symbolic algorithm and an offline winning policy that enhances previously known
solutions. However, in many practical scenarios, safety cannot be guaranteed. In
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that case, one may want to synthesize a controller that strives to achieve its
objective as long and as much as allowed by the disturbances.

A motivating example. Consider the temperature control system shown in Fig-
ure [1l The controller can switch between modes Off, Heat, and Cool to keep the
temperature temp within a comfortable 20-22°C range. Crucially, the dynamics
are nondeterministic: even when heating, the temperature may decrease due to
external conditions. If the cold is severe enough, no strategy can maintain the
temperature within the safe band indefinitely.

Faced with such unenforceable
goals, existing approaches falter. Clas-
sical formal methods [5/11] simply re- Heat

port failure, providing no guidance.

Least-violating controllers in the style off
of Girard and Eqtami [22] also fail

if no bounded enlargement of the < g )

safe region renders the system con- N
trollable. Conversely, optimal control

approaches require the manual def- Cool
inition of a cost function, such as
quadratic error, which is often arbi-
trary and difficult to tune for complex
specifications [29].

To bridge this gap, we introduce a best-effort control framework. Instead of
arbitrary costs, we exploit intrinsic geometric measures of safety, such as the
Relative Volume (RV) of the safe future, which prioritizes actions that maximize
the probability or volume of safe trajectories. We compare this against natural
baselines, like the expected safe time, and show that RV provides a canonical
geometric criterion, requiring only a discount choice. We apply this approach to
solve the running temperature control example, calculating the exact optimality

regions for each mode.
In summary, this paper makes the following contributions:

Fig.1: A 3-mode MMS representing a
climate control system.

1. We provide a characterization of controllable systems under Filippov seman-
tics using dual cones and define a uniform winning policy.

2. We define and compare best-effort objectives for unenforceable safety goals,
specifically ezpected discounted safe time and relative volume of safe section.

3. We present a symbolic algorithm for synthesizing myopically optimal poli-
cies, utilizing chamber decompositions of parametric polyhedra.

4. We prove that the resulting optimality regions are definable in the o-minimal
structure Rap exp, ensuring a tame topology suitable for implementation.

Related Work. Automatic controller synthesis for hybrid systems started from
the seminal works of Wong-Toi [36] and Henzinger et al. [26], who consider lin-
ear and rectangular hybrid games, respectively. These models exhibit similar
dynamics to MMSs, i.e., polyhedral differential inclusions, but additionally sup-
port discrete jumps with guards and updates. As a consequence, the controller



synthesis problem is undecidable unless specific restrictions are placed on the
input system. MMSs were proposed by Alur et al. [2] as a simpler model than
hybrid games, where safety controller synthesis is decidable. Our result on con-
trollability (Theorem [2) builds on theirs by establishing an offline policy that
ensures the safety goal from all initial states, whenever possible.

Regarding Zeno behaviors, most approaches in formal methods discard them
by imposing either syntactic [I0] or semantic [9] restrictions on the input model,
thus sacrificing generality. Similarly, other works propose various forms of reg-
wlarization, i.e., modifications to the input model that eliminate those behav-
iors [27]. In contrast, Westenbroek et al. [35] propose a relaxed semantics, in-
spired by the classical Filippov solution concept, that can be applied to hybrid
systems even in the presence of non-trivial transition updates. MMSs are partic-
ularly amenable to support a Filippov-like semantics, since their mode switches
carry no guards and no state updates, making them compatible with the original
setting where sliding modes were conceived.

Various forms of best-effort control have been explored in the context of finite-
state games [12/19] and reactive synthesis [4]. The unifying theme of these works
is the idea of exploring canonical ways to turn synthesis problems with inherently
Boolean goals into optimization problems. To the best of our knowledge, this
paper is the first application of this idea to hybrid systems.

2 Definitions

Multi-mode systems. An n-dimensional polyhedron is the set of points of R™
satisfying a set of linear inequalities. A finite union of polyhedra is called a
general polyhedron. We denote by Vol(P) the volume (a.k.a. the content) of a
polyhedron P. The affine hull of a polyhedron is the smallest affine subspace
containing it. For example, the affine hull of a cube in R? is R? itself, whereas
the affine hull of a triangle immersed in R? is the plane it lies on. The affine
dimension of a polyhedron is the dimension of its affine hull. A polyhedron is:
closed if all its defining inequalities are non-strict; bounded (a.k.a. a polytope) if
it is contained in a ball of finite radius; compact if it is closed and bounded; full-
dimensional if its affine dimension is n. Next, we recall the time-elapse operator
between two polyhedra P and F', denoted by P "F":

P/F={zx+t-clx€PceF,t>0}

When P and F are closed, P /F is a (closed) polyhedron [24]. We can now
define the main object of interest in this paper.

Definition 1. A multi-mode system (MMS) of dimension n is a finite set M =
{My,..., My} of non-empty n-dimensional compact polyhedra, called modes.

Each mode M is interpreted as the differential inclusion © € M for the state
vector z € R™, as discussed in the section on trajectories below. In the following,
we implicitly consider a fixed n-dimensional multi-mode system and omit it from
the notation. We generally assume that modes are full-dimensional, and briefly
discuss the degenerate case in dedicated sections.



Policies. A feedback switching policy (in the following, just policy) is a function
7w : R® — M that selects a mode for each point. A policy is polyhedral (resp.,
semialgebraic) if the pre-image of each mode is polyhedral (resp., semialgebraic).
For a mode M, we denote by s or simply by M the constant policy that chooses
mode M everywhere. For a policy 7 and a point € R", let M , be the set of
modes chosen by 7 in points arbitrarily close to x, i.e.,

Mepos={MeM|Ve>0TyeR": |z -yl <eand 7(y) = M}.

The system’s trajectories are constrained by the convezification of a pol-
icy m, which is the function C; : R™ — 28" defined as follows: Cy(z) =
chull(Uprep, . M). In words, Cr(x) is the convex hull of the union of the
modes that are chosen by 7 at z and arbitrarily close to . Intuitively, C, is
the Filippov convexification method [20] applied to a function that is already
set-valued. Clearly, the convexification of a constant policy 7y is itself.

Ezample 1. Consider the 1-dimensional MMS M = {M;, M5}, where M; =
{—1}, My = {1}, and let 7 be the polyhedral policy such that 7= (M;) = [0, o)
and m~(Mz) = (—0o0,0). The convexification of 7 is the function Cy(z) = {1},
ifx <0, Cr(z)=1[-1,1],if £ =0, and Cr(x) = {—1}, if z > 0.

In general, the convexification of a polyhedral policy 7 differs from 7 only on
the boundaries between the pre-images of two or more modes. In those points,
it takes the convex hull of the incident modes.

Tragjectories. A trajectory is alocally absolutely continuous functiorﬂf : [0,00) —
R™. A policy m and an initial state x € R™ generate a (possibly empty) set
Tr(m,x) of trajectories. Namely, a trajectory f belongs to Tr(w,z) if f(0) = =
and whenever f is differentiable at ¢ its derivative f(t) belongs to C(f(t)).

The graph of a trajectory f is the set of pairs (¢, f(¢)), for all ¢ > 0. Given a
time bound T > 0, we call bounded-time flowpipe the set Pipe(w,x,T') containing
the union of the graphs of all the trajectories in Tr(m, x), up to time T'. Formally,
Pipe(m,z,T) = {(t, f(t)) € R**! | ¢t € [0,T]) and f € Tr(m,z)}. Moreover, we
denote by Slice(m, z,T) the cross-section of the flowpipe at time T, i.e., the set
of points in R™ that are reachable from z at time T according to 7 (a.k.a. the
time-T frontier).

The game semantics. Alur et al. [2] employ a different semantics for multi-mode
systems. They interpret it as a turn-based game between a scheduler and the
environment. At each turn, the scheduler chooses a timed move (M, t) € MxRsg
and then the environment chooses a direction ¢ € M. The system state follows
¢ for t time units. A (positional) strategy for the scheduler is then a function
o:R" - M x Rsg. With an abuse of notation, we denote by Tr(c,z) the set
of trajectories induced by the strategy o starting from .

! Recall that local absolute continuity implies almost-everywhere differentiability [20].



In some sense, both controller and environment have less power in the game
semantics compared to our Filippov-style semantics. First, in the game seman-
tics the environment can only induce straight-line trajectories at each turnE|
Second, in the game semantics the controller has to commit to a single mode
for a fixed amount of time, regardless of the actual continuous evolution during
that time. We will see in Section [3| that, as far as classic controllability goes,
those limitations essentially compensate each other, and the characterizations of
controllable systems turn out to be the same.

Safety objectives. A safety objective is a measurable set S C R™ of safe states. A
trajectory f is safe if it is entirely contained in S: f(¢) € S for all ¢ > 0. Borrowing
from temporal logic notation, we denote by [J.S the set of safe trajectories. Given
an MMS M, a safety objective S, and an initial point x € S, we say that
(M, S) is controllable from x in the Filippov (resp., game) semantics if there
exists a policy 7 (resp., a strategy o) such that it holds Tr(m,x) C OS (resp.,
Tr(o,z) C OS). In that case, we also say that 7 (resp., o) is a winning policy
(resp., strategy) from x.

2.1 Computational Problems

Given an MMS M, we wish to solve the following computational problems.
The reachability-under-polyhedral-control problem. Given a polyhedral policy
7w and two polyhedra src and dst, determine if there is a trajectory consistent
with 7 that starts in src and reaches dst. The decidability of this problem has
been resolved, under the label of systems with Piecewise Constant Derivatives.

Theorem 1. [6] The reachability-under-polyhedral-control problem is decidable
for 2-dimensional inputs and undecidable for 8-dimensional inputs.

The undecidability result builds a complex control policy that simulates an arbi-
trary Turing machine. It should not be surprising that such negative result does
not prevent us from solving the controllability problems of interest here, because
the latter do not take as input an arbitrarily complex policy, but rather produce
a specific control policy, tailored to safety control.

Controllability problems. The following problems take as inputs an MMS M, a
safety region S, and an initial point = € S.

Controllability Problem: Decide whether (M, S) is controllable from .
Winning Policy Problem: If (M, S) is controllable from z, determine (a finite
representation of) a policy that is winning from x.

2 This restriction is inconsequential if we are only interested in the set of reachable
states, but it would be relevant if we considered reach-while-avoiding properties. See
Figure 3 in [I1] for an example where the environment can avoid a region only by
choosing a curved trajectory.



Optimization problems. The following problems aim at maximizing a best-effort
measure val(m, x) which assigns a real value to a policy and an initial point. We
discuss several such measures in Section [l We say that a policy 7 is myopically
optimal from x if it chooses a mode that, if taken forever, achieves the maximal
best-effort value among all constant policies, i.e., m(x) € arg maxpre pm val(M, ).

Optimal Policy Problem: Given an MMS and an initial point x € Q", deter-
mine (a finite representation of) a policy m having maximal best-effort value
val(m, x).

Myopically Optimal Policy Problem: Given an MMS and an initial point z € Q"
determine (a finite representation of) a myopically optimal policy w.r.t. val.

3 Controllable Systems

A characterization of controllable systems in the game semantics has been given
by Alur et al. [2]. Here we present it in terms of dual cones: for a convex poly-
hedron P C R™, its dual cone dual(P) is the set of all vectors u € R™ such that
u-y > 0 for every y € P [13].

The winning policy. The control policy @ we introduce selects a mode for each
point in the state space of the system as follows. For points inside the safe region
S, the policy steers the system towards a fixed interior goal point z € int(S)
(e.g., the barycenter of S). For points outside S, the policy aims instead at re-
entering S by steering towards the closest point of S. To formalize this idea, first
fix an arbitrary linear priority order < over M (higher priority means smaller
w.r.t. <). Moreover, let x; denote the Euclidean projection of z onto S, i.e.,
x| = argmingeg ||z — y||, which is well-defined and unique since S is closed and
convex. Then, define the target direction d(z) by z—z,if x € S, and by z; — z,
otherwise. The control policy 7 is then defined as follows (whenever the following
set of modes is non-empty; otherwise, #(z) is arbitrary):

7i(x) = m<1n{M € M | d(z) € dual(M)}. (1)

Figure[2]illustrates the geometric intuition behind # in the planar case, where
the triangular safe region S is depicted in Fig. [2a] with its barycenter placed at
the origin. In Fig. each of the five modes M; € M is represented by its
convex set of admissible flow directions. For each mode, Fig. depicts the
corresponding dual cone dual(M;). Overlaps between dual cones are resolved by
priority, resulting in the partition of the direction space in Fig.[2d] Finally, Fig.
shows the inverse (the reflection w.r.t. the origin) of this partition. Fig. [2a] also
reports the partition of the plane according to the mode selected by & at each
point. Inside S, the partition is based on the directions towards the barycenter.
Outside S, the partition follows the projection onto S: points x sharing the same
target direction x; — x are assigned the same (highest-priority) mode covering
that direction. Equivalently, to determine which mode to assign to x it suffices
to translate the cones of Fig. to x and check in which region x lies.
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Fig.2: A simple planar example.

Theorem 2]shows that # is winning from all S when the system is controllable.
Its proof, as well as others in this paper, is omitted due to space constraints and
deferred to an extended version.

Theorem 2. For all MMSs M, the following are equivalent:

1. The union of the dual cones of all modes in M covers the entire ambient
space, i.e., Jprerq dual(M) = R".

2. For all compact and convex safety objectives S, (M, S) is controllable in the
game semantics from all points in the interior of S.

3. For all closed polytopes S, (M, S) is controllable in the Filippov semantics
from all points in S. Moreover, the above policy 7 is polyhedral and winning
from all points in S.

Note that our control policy 7 differs substantially from the winning strategy
of Alur et al. [2]. To guarantee non-Zenoness, their strategy enforces a positive
lower bound on the time spent in each mode. As a result, trajectories tend to
oscillate within the safe region, whereas the trajectories induced by our policy
converge to an equilibrium point, with clear advantages for practical applications.
Moreover, we compute the entire policy symbolically, offline, and using simple
polyhedral operations, whereas Alur et al. compute the strategy pointwise, in an
online fashion. The computation requires a linear number of symbolic polyhedral
operations (such as set-theoretic operations and Minkowski sums) w.r.t. the
output complexity (the size of the partition induced by the policy). The latter
parameter can be exponential in the input size, particularly w.r.t. the space



dimension. This is a common limitation in exact symbolic methods for hybrid
systems.

4 Notions of Best-Effort Control

The objective of this section is to identify one or more objective functions for
control policies in a safety game that cannot be won with certainty. Ideally, such
objective functions should not depend on extra information or parameters be-
yond the safe set S. At the same time, they should be computationally tractable,
which will be discussed in the later sections. Each best-effort notion is a function
that assigus a real value to a pair (7, x) containing a policy 7 and an initial point
x € R™. Given an initial point, such a notion induces a weak order on the set of
policies. We will compare different best-effort notions based on the properties of
such orders. We initially focus on constant policies, because they are the simplest
kind of policies, and a best-effort notion should yield reasonable results for those
policies before being adopted for more general policies.

Our first and arguably most natural candidate notion is the expected time
spent in S, assuming that the environment picks a velocity uniformly at random
within the current mode. Henceforth, we consider a fixed n-dimensional MMS
and a safety goal S C R™ which is a closed, possibly unbounded polyhedron.

Ezpected safe time. Given a mode M and an initial point = € R™, every direction
¢ € M induces an infinite straight trajectory f : ¢ — x + tc. We denote by
Unif (M, x) the uniform distribution over all those trajectories, which is well
defined because M is a compact set. Moreover, let Ig(z) be the indicator function
of the safe region S. We define our first best-effort notion as follows:

ETime(M,z) 2 E ¢ Unif (M,2) [/0 Hs(f(t))dt} :

In words, ETime(M,x) is the expected total time spent in S, assuming that
the system maintains a constant velocity, chosen uniformly at random by the
environment. As the next example shows, this measure, albeit very natural, is
often too coarse, because it easily saturates to infinity.

Ezample 2. Consider a 1-dimensional system with two modes M; = [0, 1] and
Ms = [0,0.5], and safe region S = [0, 2]. Intuitively, when starting from a point
within S, M> is preferable to M; because it drifts away from .S at a slower pace.

Fig. [Ba] shows the flowpipes of the two modes starting from the point z = 1.
Now, for any mode M = [0, a], we can compute ETime as follows:

sup{t>0|f(t)€S}
ETime(M,1) = E¢ ynif(m,1) / 1-dt because S is convex
0

=E s vmir,n]sup{t > 0| f(t) € S}]

1 a . .
7/ (sup{t >0|14t-ce S})dc umform. expectation
a fq over an interval

—l/aldc—l(lo a— lim loge) = 0o
S afy ¢ a g4~ AT 08 =0
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Fig. 3: Examples of flowpipes.

It follows that ETime(M;,1) = ETime(Ma,1) = oo, showing that ETime is too
coarse to capture the intuition of a best-effort policy.

Ezpected discounted safe time. To fix the problem with ETime, we introduce
discounting, so that staying within the safe region earlier is valued more than
staying in the safe region in the future. We call discount function any positive,
continuous, monotonically decreasing, and integrable function g : R>9 — Rx.
Let g be a discount function, we define the following expected discounted safe
time measure:

EDTimey(M, x) L Bt Unif (M,) [/0 Iy (f(t))g(t)dt]
= Ecn Unig (M) {/0 Ig(x+t- c)g(t)dt}

1 o0
- VOl(M/ceM/O Is(z +t - c)g(t)dtde.

Table [I} shows various possible discount functions and their integrals over
finite and infinite time. The most common discount function in the literature is
arguably the exponential function 1/2! [32], as it is the only one that is time
consistent [31].

However, for our purposes it is tech-
nically convenient to choose a function
that has a rational primitive. Hence, even Table 1: Common discount func-
though most of our results are indepen- tions and their integrals.
dent of any specific discount function, our

default choice will be the generalized hy-  Discount Ndt [ a(bdt
perbolic function 1/(t + 1)2. function g(t) Jowdt Jo"9(®)
1 2~ " 1
271 " Tog2 log 2
i tan~'(t) Z
1 1 1

(t+1)2 Tt



Ezample 3. Consider the expected safe

time discounted by h(t) = ﬁ, ie.,

EDTimey(M,z). Assume again the sce-

nario from Example with a 1-dimensional mode M = [0,a], safe region
S =10,2] and initial point 2 = 1. We obtain:

sup(t20/f(N€S}
EDTimen(M,1) = Egynif(ar,1) / mdt because S is convex
0

1 qsup{t=0[f(t)eS}
= Efn unir(a1,1) H — m]o }
_ l/a 1/c uniform expectation
aly 1/c+1 over an interval
:l/a 1 dc:llog(a—i—l).
afo c+1 a

It is easy to check that the above expression decreases for increasing values
of a, which is in line with the intuition that modes with a faster maximum
slope are less preferable. For example, it holds EDTimep(My,1) = log2 ~ 0.69
and EDTimepn(Ms,1) = 2log1.5 ~ 0.81, showing that EDTimey, mirrors the
intuition that mode M5 is preferable to mode M;.

To generalize EDTime from constant to polyhedral policies, we need a model
of random behavior for the environment, when the system traverses different
modes. It seems natural to stipulate that, whenever the policy switches from one
mode to another, the environment picks uniformly at random a new direction
from the new mode. Kolmogorov extension theorem [I4] ensures that there is a
single probability space where such a sequence of random choices takes place.

Relative volume of safe section. We now introduce our last objective function.
The idea is to measure, at any given time ¢, how much of the time-¢ frontier of
the flowpipe is contained in S. Then, we integrate this measure over all times,
while applying discounting to avoid divergence. Given an initial point =z € R"
and t > 0, the relative volume of safe section of a policy 7w from x at time ¢ is:

Vol (Slice(m,z,t) N S)
Vol (Slice(m, x,t))

RV (m,z,t) &

Ezample 4. Fig.[3bJshows the flowpipe of the mode Heat from Fig.[T]and the plot
of the function RV (Heat,21,t). As long as the flowpipe is entirely contained in
41

S, the function’s value is 1. Then, it starts decreasing as “;=. When both extreme

directions have exited from S, it decreases faster, according to 4%.

To remove the dependency on time, we integrate RV over [0, 00), while ap-
plying a discount function g to ensure that the result does not diverge.

RV, (m,2) 2 /O TRV (gt



Ezxample 5. Let us compare modes Heat and Off from Fig. [} when the initial
temperature is 21, assuming the discount function h(t) = 1/(t + 1)2. Example
and Fig. [3b| tell us that the value of RV (Heat,21,t) follows different trends in
three time intervals. We then have:

RV}, (Heat,21) —/1/3 ;dt—i—/l Ldt—i—/w #dt
h YT )2 13 At + 1)2 L At +1)2

L et T T et Y]
trif, e i), 2 \err T %)),
3 1 1/ 1

—Z-l—l—l—Z(—log2—10g1/3+log4/3)+§<—§+10g2)

g log2 ~ 0.52.

On the other hand, for mode Off we have two time intervals of interest and we
obtain the following:

1/2 1 [eS) 2
RVL(Off,21) :/ 7dt+/
0 1

———dt
(t+1)2 J2 At +1)2
1 :|1/2 |:1 ( 1 oo
=|-—— + |z ——+logt—log(t+1)
{ t+1), 2 \t+1 e
2 1 2 1
=3 +14 3 (75 flog1/2+10g3/2) = §log3 ~ 0.55.

This shows that, starting from temperature 21, mode Off is marginally “better”
than mode Heat, in line with the intuition that, when the temperature is right in
the middle of the desired range, there is no point in turning the heating on. Note
that the same conclusion would have been reached with any discount function,
because RV (Off,21,t) is greater than or equal to RV (Heat,21,t) for all ¢ > 0.

4.1 Basic Properties

The following theorem shows that, as long as we are evaluating constant policies
(i.e., single modes), the two measures EDTime and RV are equivalent. This can
be understood as follows: if the environment picks a constant direction uniformly
at random, as assumed by EDTime, each point in the time-t frontier is equally
likely; so, measuring the relative volume of the good frontier is in fact equivalent
to taking the expectation.

Theorem 3. For all modes M, initial points x € R™, and discount functions g,
it holds EDTime,(M,x) = RV 4(M, x).

On the other hand, the two notions do not coincide on more general policies,
because they make different assumptions about the behavior of the environment.
EDTime assumes that in each new mode the environment picks a direction
uniformly at random, whereas RV assumes that every point in the time-¢ frontier
of the flowpipe can be reached with the same probability density. A simple



example, sufficient to show that those two models are not equivalent, is left as
an exercise to the reader.
Basic properties of flowpipes and the RV function are stated in the following.

Lemma 1. For all modes M, initial points x € R™, and times t > 0, the fol-
lowing properties hold:

1. Pipe(M,xz,t) and Slice(M,x,t) are compact polyhedra;
2. Vol(Slice(M,z,t)) = Vol(M) - tk, where k is the affine dimension of M.

Lemma 2. For all modes M, initial points x € R™, and discount functions g
such that fooo g(t)dt = 1, the following hold:

1. RV 4(M,x) €[0,1] and, for allt >0, RV (M, x,t) € [0,1];
2. RVy(M,z)=1iff v € S and M is winning from x.

5 Computing Myopically RV -Optimal Policies

In this section we describe an algorithm to solve the myopically optimal policy
problem w.r.t. the best-effort measure RV ,.

Parametric polyhedra and their vertices. A parametric polyhedron P(p) is
a polyhedron whose defining constraints depend linearly on a vector of parame-
ters p € R™. Formally,

P(p) ={z €R" | Az + Bp =b,Cx + Dp > d},

for constant matrices A € Q"™*", B € Q"™*™, C € Q**", D € Q**™, column
vectors b € Q" and d € Q°, and s,r € N. It is convenient to call R™ the output
space and R™ the parameter space. Equivalently, P(p) can be represented by the
(n+m)-dimensional polyhedron P’ on the joint space of outputs and parameters:

[A]| B m:b,[cu)] m zd}.

For different values of the parameters, the vertices of a parametric polyhedron
not only move in output space, but also split and merge with each other. The
need arises to partition the parameter space into regions, called chambers, where
the set of parametric vertices is the same (even though they will still move when
parameters change within the chamber). A tiling of R™ is a cover of R™ such
that any two sets in the tiling may intersect only on their boundaries (i.e., their
interiors are disjoint). We obtain the following definition, where we allow the
parameter space to be a given closed polyhedron ¢/ C R™.

P = {(x, p) € R*™

Definition 2. A chamber decomposition of the parametric polyhedron P(p)
w.r.t. the parameter space U CR™ is a set of pairs {(V1,D1),...,(Ve, D)} s.t.:



1. foralli=1,...,0, Vi(p) = {vi1(p),...,vir,(p)} is a (possibly empty) set of
parametric vertices, each of the form v; ;(p) = G;; - p+ a;; for a constant
matriz G; ; € Q"™ and column vector a; ; € Q™;

2. {D1,..., Dy} is a set of closed polyhedra called domains, forming a tiling of
the parameter space U ;

3. foralli=1,....4 and p € D;, V;(p) is the set of vertices of P(p).

Note that for some chambers the set of vertices may be empty, indicating that the
parametric polyhedron is empty for those choices of parameters. The open-source
library POLYLIBEI computes chamber decompositions of parametric polyhedra.
We recall the following properties.

Property 1. [30] For all parametric polyhedra and parameter spaces, the follow-
ing hold: (i) there exists a chamber decomposition, and (i) the rays of the
parametric polyhedron are independent of the values of the parameters.

Computing the volume of a polytope. An n-simplex is the convex hull of
n + 1 affinely independent points in R™. A triangulation of a polytope P is a
finite set of n-simplices such that: (i) their union is P, and (%) the intersection
between any two simplices is either empty or it is a common face between the
two simplices. All full-dimensional polytopes admit a triangulation using only
the original vertices [16]. The volume of an n-simplex with vertices v, v1,...,v,
is given by (see [15], or [23] for a broader perspective):

1
ﬁ'|d€t(’01—Uo,UQ—’U(),...,’Un—Uo)|. (2)

Since the determinant of a matrix is a polynomial function of its entries, the
volume of a simplex with rational vertices is rational. We can then compute the
volume of a full-dimensional polytope P by first computing a triangulation of P
into simplices and then summing the volumes of each simplex.

Lemma 3. Let P(p) be a parametric n-simplez, whose vertices are affine func-
tions of the parameters p € R™, and let D C R™ be a connected parameter
domain where P(p) is not degenerate. Then, the function p € D — Vol(P(p)) is
a polynomial.

The above lemma extends to each chamber of a parametric polyhedron, be-
cause each chamber domain is a polyhedron (hence, connected) and the volume
of its corresponding chamber can be expressed as the sum of the volumes of a
finite set of simplices.

5.1 The Algorithm: Point-independent Phase

Fix a mode M and a discount function g. Recall that we are assuming M to be a
compact full-dimensional polyhedron and S to be a full-dimensional polyhedron.

3 Available at: https://github.com/vincentloechner/polylib
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The first phase of the algorithm is independent of a specific initial point, and
its nature is entirely symbolic, provided that the indefinite integrals computed
at[Step 6]have a closed form (more on this later). First, given (z,t) € R™ x R,
consider the following parametric set:

Az, t)={ye S|FeceM :y=x+1t-c}.

In words, A(z,t) is the safe section of the flowpipe at time ¢, when the system
starts from x. We show that A(z,t) is a parametric polyhedron. Consider its
joint representation:

A ={(z,t,y) eR*™ |t >0,y S, Ice M:y=a+t-c}.

We show that A’ is a polyhedron by constructing it with operations that preserve
polyhedra, namely:

A = ({(z,O,a:) |z e R"} ({0} x {1} x M)) N(R" xR x 9).

The point-independent phase of the algorithm is composed of the following steps:

Step 1 Compute the parametric polyhedron A(x,t) as described above, where
R™ x R>g is the parameter space and R™ is the output space.
Step 2 Compute a chamber decomposition of A(z,t) into {(V1, D1), ..., (Ve, D¢)}.

The chamber graph. We can define a DAG-shaped binary relation between cham-
bers of the decomposition of A(x,t) w.r.t. the parameter space R™ x R>¢. For a
domain D C R™*! and a point # € R", let D(&) denote the restriction of D to
&, projected on t, i.e., D(&) = {t € R | (&,t) € D}, which can be computed as
Jz. (D N ({#} x R)). Since domains are closed polyhedra, D(2) is a (possibly
unbounded) interval.

Now, for all distinct full-dimensional domains D, D’, we say that D’ is a
successor of D if there exists & € R™ s.t. D'(%) immediately follows D(&) in
time, i.e., D(&) # D’(&) and sup D(&) = inf D’(&). We prove that the successor
relation arranges domains in a DAG, called the chamber graph of M, whose
sources are the domains containing time 0 and whose sinks are the domains
containing arbitrarily large times.

Lemma 4. The chamber graph satisfies the following properties: (i) it is a DAG;
(ii) a domain D is a source (no incoming edges) iff for all (z,t) € D it holds
(x,0) € D; (iii) a domain D is a sink (no outgoing edges) iff for all (z,t) € D
and all t' >t it holds (x,t') € D.

Fig. 4] shows the chamber decomposition of A(z,t) and the corresponding
graph for mode Off in the temperature control example. The parameter space
R xR>g is covered by 6 tiles, numbered 1 to 6. Next to each chamber number we
depict the shape of the output space (i.e., the safe section) when the parameters
(z,t) lie in that chamber. For example, in chamber 5 the output space is an
interval going from 20 to some value in (20, 22). The arrows connect a chamber
with its successors in the graph, shown on the right-hand side.

The algorithm continues with the following steps.



Fig. 4: Left: chamber decomposition for mode Off in the MMS in Fig. [1f with
safe region S = [20, 22]. Right: the corresponding chamber graph.

Step 3 For each chamber ¢ = 1,...,¢, compute a triangulation of A(z,t¢) when
(z,t) € D;. To do so, pick any parameter choice (Z,%) in the interior
of D; and compute the concrete polyhedron A(z,%). Use a standard
algorithm to triangulate A(,#). It is easy to prove that the obtained
triangulation remains valid for all other parameter choices in D; [16].

Step 4 For each chamber ¢ = 1,...,¢, using the above triangulation, compute
the (parametric) volume wol;(x,t) of A(x,t) subject to (z,t) € D;.
Based on the parametric coordinates of the vertices in V;, the volume
of each simplex in the triangulation can be expressed as ; vol;(x,t)
is the sum of those volumes.

Step 5 Compute the volume of M as described in Section

Step 6 For each chamber i =1,...,¢, compute the indefinite integral

vol;(z,t)

Vora) - g9t

rvé(x, t) =

Output of the point-independent phase: chamber domains Dy, ..., D, and func-

tions rv}, ..., rvl.

Lemma 5. For alli=1,...,¢ and all discount functions g, the following hold:
t=t2

t

iy = t12 RV (M, z,t)g(t)dt;

2. if g is rational, Tvy(-,-) is an elementary function built from rational func-
tions, logarithms, and inverse tangents.

1. for all (z,t1), (z,t2) € D;, we have [rv;(%t)]

i

5.2 The Algorithm: Point-dependent Phase

In this section we outline the extra steps needed to solve the myopically optimal
policy problem. This phase depends on a specific initial point & € Q" and is
composed of the following steps:

Step 7 Identify all chambers that contain #. To this aim, for each chamber
domain D;, check if D;(Z) is non-empty.



Step 8 For each chamber D; that contains Z, identify the maximum time T*
associated to 2 in that chamber. If D;(#) is bounded, T" is its right
endpoint, i.e., the largest of its two vertices. Otherwise, T% = co.

Step 9 Sort the chamber domains that contain & as p = D;,,...,D;, in in-
creasing order of their 7%’s. Note that p is also a maximal path in the
chamber graph of M.

Step 10 Compute the final result:

t=T"j t=T'e

t=T"1 Qg /A
R [rvg@ (z, t)}t:TiZ_l , (3)

P (2) = [rvil(i“,t)]tzo

p p +.. .+ [rv;j (z, L‘)]

where each vy (z,t) is one of the indefinite integrals computed at
@ Note that, since the chamber domains form a tiling of R"*1, for all
t > 0 there must be a domain that contains (Z,t). In particular, it must
hold T = +o0.

To state the correctness of the overall algorithm, we formalize the relationship
between paths in the chamber graph and points in R™. Let p = Dy ... Dy be a
maximal path in the chamber graph of M, we denote by pts(p) the set of points
x s.t. the domains in p contain z associated with all times from zero to infinity.
Formally: pts(Dy...Dg) = {x € R™ |Vt >0.3i € {1,...,0} . (z,t) € D;}.

Theorem 4. For all x € R™ there exists a mazximal path p in the chamber graph
of M s.t. x € pts(p). Moreover, rvf(zx) = RV ;(M,x).

5.3 OfHine Synthesis

Given a discount function g, the optimality region of a mode M is the set of
points z € R™ satisfying the following simultaneous inequalities:

RV ,(M,z) > RV, (M',z)  forall M’ € M\ {M}. (4)

In this section we discuss how to characterize analytically the above optimality
region, assuming a rational discount function g. First, the chamber graph of M
induces the following polyhedral tiling of R™:

Prr = {pts(p) CR" | p is a maximal path in the chamber graph of M}.

We say that a tiling P refines another tiling P’ if each tile in P is contained
in some tile in P’. Then, let P* be the coarsest tiling of R™ that refines all the
tilings induced by the individual modes, namely

P* = {Marer Qur | Qur € Par}-

Call cells the elements of P*, and consider a cell Q = [, @ Recall that
each Qs corresponds to a maximal path pps = pts~1(Qxs) in the chamber graph
of M. Hence, for all € Q) and modes M, we can apply to the sequence of
domains py; = Dy ... Dy and obtain an elementary expression for RV ,(M, x) by
Item 2 of Lemma |5} if we can express T, ..., T* as elementary functions of x.



To this aim, for each i =1, ..., ¢, we first check if D; is unbounded along the
t directionEI If it is, we set 7% = oco. Otherwise, we perform another chamber
decomposition, this time of D;, considered as a parametric polyhedron with a
vector of parameters z € R™ and a single output ¢ € R. If (A4, B) is a subchamber
from the decomposition of D;, the set of vertices A contains exactly two para-
metric vertices describing a bounded interval. The largest of the two vertices is
the desired affine (hence, elementary) expression for T%(x). We then obtain a
new tiling P** that refines both P* and the decompositions of all the chambers
involved in the paths p,s, for all modes M. Denoting by CD(D) an arbitrary
chamber decomposition of D, the refined tiling is:

,P** _ {Q n ﬂ Bi}h(M«j) Q _ ﬂ QA{ c P*,pts_l(QM) — D]lu .. Dfé/[,
MeM MeM
G=1,tas

. . . j,kI j,k7
CD(D},) = {(A BLY, o (A B b he 1),

where H is the set of choice functions h: M x N — N such that h(M,j) €
{1,... k7 }, forall j € {1,... 0y}

Now, when z belongs to a single subcell P € P**, we have an elementary ex-
pression for RV 4(M,z) that depends only on x, denoted in the following by
rvg(M, x). Finally, the optimality region of M can be expressed as:

UPE'P** {x S P‘/\M/GM\{M} T"Uf;(M,x) Z TU;D(M,7Q§)} . (5)

Based on , we can derive an interesting geometric characterization of the
optimality region of each mode, showing that those regions, despite being more
expressive than semi-algebraic, enjoy a similar regularity property, sometimes
called a tame topology [17]. We denote by Ry, exp the ordered field of reals with
restricted analytic functions and the exponential function. Its o-minimality was
proven in [18].

Theorem 5. If the discount function is rational, the optimality region of each
mode is a semi-Pfaffian set definable in the o-minimal structure Ry, oqp, whereas
it is generally not a semi-algebraic set.

The formal guarantees provided by o-minimality rule out pathological com-
plexities despite the involvement of transcendental functions. In particular, the
Cell Decomposition Theorem in o-minimal theory [17] ensures that any definable
set, such as the optimality regions, can be partitioned into a finite collection of
disjoint, connected, and smooth components. This guarantee is crucial for con-
trol synthesis: it ensures that the optimality regions consist of a finite number
of components, whose boundaries are well-behaved surfaces. Thus, while the re-
gions are mathematically complex, their geometric shape remains sufficiently
regular to allow for a consistent and finite switching logic. Moreover, due to
the specific form of the functions rvf’ (M, z) and thanks to Baker’s theorem [8],
identifying the optimal mode(s) in a given rational point is decidable.

4 This is different (stricter) than checking if D; contains arbitrarily large times. See
e.g. regions 4 and 5 in Fig. E}



6 Case Studies

Temperature Control. The case studies were developed with the assistance of
a prototype implementationﬂ The tool is written in Python and C, and uses
the following libraries: PoLyLIB for chamber decomposition, PPL/PPLPY [7]
for symbolic manipulation of polyhedra, SCIPY for Delaunay triangulation, and
SymPY for symbolic integration and linear algebra.

For the 1-dimensional temperature control example presented in the Intro-
duction and depicted in Figure [I] we can determine the optimality region of
each mode by following the steps in Section [5.3] as follows. For mode Off, the
chamber decomposition features 6 chambers, 4 of which have a non-empty set
of vertices. The chamber graph contains 5 maximal paths, inducing the fol-
lowing tiling of R: Poy = {(—o0,20],20,21],[21,21],[21, 22], [22, +00)}. For
mode Heat we also have 6 chambers and 5 maximal paths, inducing the tiling
Pheat = {(—00,20], 20, 20.5], [20.5, 20.5], [20.5, 22], [22, +-00) }. The tiling that re-
fines both Poﬁ and Ppreqs is:

P* = {(—o0,20],[20,20.5], [20.5, 20.5], [20.5, 21], [21, 21], [21, 22], [22, +-00) }.

We also have P** = P*. With hindsight, we focus on the initial points in the
interval D = [20.5, 21], because this is where we will find the boundary between
Off and Heat. Assume the usual discount function h(t) = SV

+
(—20)/2 B (22—2)/2
rvE(Oﬁ,x): L Jr1 :v 22 (z —20)log
4 t+1 (x—20)/2

2 |: t 1 :| 22—x)/2
log ( )

(22—x)/3 _ x—20
] + [ 1 x+(:ﬂf22)log(—t+1>]
t+ (22-2)/3

t+1

1 +;°"

2 t—|—1 t+1], o
z) =

By setting rv’ (Off,

AN

TV}, (Heat z) {
Jr

= rv} (Heat,x), after some algebra we get:

2(log(24 — x) — log(25 — z))

~ 20.74.
log(24 — x) — log(25 — z) + log(xz — 19) — log(z — 18) 0.7

r =20+

It follows that mode Heat is optimal for x < 20.74. By symmetry around the
middle point 21 of the safe region, mode Cool is optimal above 21.26 and mode
Off is optimal in [20.74,21.26].

Two Tanks. We now present a variant of the classical two-tank case study [2§],
depicted in Figure 5| Two water tanks feature an inlet and two outlets. The inlet
pours water into Tank 1 at a nondeterministic rate in the range [0, 3], whereas
each outlet extracts water at a rate contained in [—2,0]. Since the outlets are

® Available at https://bitbucket.org/mfaella/cav26-artifact. We thank Chiara
Giorgia Ricci and Simone Iavarone for their contribution to the implementation.
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mid

Tank 1 controllable|| Tank 2

in€ [0,3]
"jozﬂ outy € [~2,0]
" outs € [—2,0]

out; L outy —3 < outy + outs

((_—O:: l2 :O:ﬂ mid € {-2,0,2}

{ {
li€[-2,3] li € [0,5] li€ [-4,1]
Off: ¢ lre[-2,0] Left : ¢ o€ [—4,—-2] Right : ¢ 1€ [0, 2]
—3< U1+ 12 -3< 1l +1s —3<li+1

Fig. 5: A system of two tanks. Top left: schematic representation. Top right: constraints
on the individual valves/pumps. Bottom: the resulting dynamics for the three modes.

connected to the same downstream pipe, their combined extraction rate cannot
exceed —3. Finally, the tanks are connected by a controllable reversible pump
that can be switched into one of three states (or modes): Off, Left (pours from
Tank 2 to Tank 1 at rate 2), or Right (pours from Tank 1 to Tank 2 at rate 2). The
control objective is to keep the levels in the two tanks (state variables /; and l5) in
the range [10, 20]. The system is clearly not controllable because environmental
disturbances are overwhelming compared to the control capabilities.

We ran experiments with an increasing number of modes: three, five, and
seven, by equipping the controllable pump with multiple intensities per direction.
The total time on an AMD Ryzen 5900X for the three-mode experiment is
212s (33s+179s for the symbolic+numerical phase). For five modes, the time is
345s (555+290s), and with seven modes it is 582s (78s+504s). Figure [6] shows
the myopically optimal policies, as defined in Section [5, for three (left) and
seven (right) modes. The plot is based on sampling the relative volume value
RV 4(M, z), where M is the mode and z spans a grid of 100 x 100 points over
the region [5, 25] x [5,25]. In line with Theorem |5} the optimality region of each
mode is a connected region of relatively simple shape, which in this case would
admit a convenient polyhedral approximation.

We also ran experiments with an increasing number n € {3,4,5} of tanks,
with n — 1 pumps, at most one of which is active at any given time, leading to
2n — 1 modes. The prototype fully completed only the case n = 3, with each
mode being partitioned into 322 chambers in about 2997s for the symbolic phase
(599s per mode) and 3830s for the numerical one (383ms per point). For n = 4,
only Steps 1 and 2 of the algorithm were completed for the mode Off, requiring
1457s to obtain 3976 chambers. This shows that our current prototype does not
scale well with the number of dimensions of the induced geometric space, and
additional work is needed to overcome this limitation.
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Fig.6: Optimality regions for the three (left) and seven (right) modes in and
around the safety region for the two-tank case study.

7 Conclusions

We considered and compared natural notions of best-effort objectives for Multi-
Mode Systems whose safety goals cannot be enforced: namely, expected dis-
counted safe time and relative volume of safe section. Despite being different in
general, the two notions coincide under specific conditions on the behavior of
the environment. In addition, we presented an algorithm for synthesizing my-
opically optimal policies in two phases: a point-independent symbolic phase and
a point-dependent numerical one. We also showed that the problem of identify-
ing the optimal mode in a given rational point is decidable. Some preliminary
experiments have been conducted on a prototype implementation as a proof of
concept of the viability of the approach.

Asg for future work, we foresee several research directions. While the algo-
rithms presented in Section [5| heavily depend on the specific MMS model, the
best-effort notions proposed in Section [ are mostly agnostic to any specific dy-
namics and are, in principle, amenable to generalization. One may then target
the linear hybrid automata a la Henzinger [25], or systems with affine dynamics
of the type # = Az + b, with or without disturbances. The latter may be tack-
led by exploiting the known polyhedral over- and under-approximations of the
flowpipe [21] to estimate the relative volume function RV.

Moreover, it would be beneficial to move beyond myopic optimality and to-
wards global optimality. Finally, we plan to consider other control goals beyond
safety, starting from reachability and possibly including linear temporal logic
specifications.
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